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Objectives

Use Ab initio methods to investigate and understand key properties of energy-related
materials for catalysis

Solids, surfaces Van der Waals Chemistry/Biology
and Nanoclusters dominated systems
for Catalysis
purposes.

Anouar Benali — MiraCon ESP March 47th 2012



Goal: Reach Chemical accuracy

Challenges:

- Investigate properties difficult to predict using mean field methods (DFT or HF).
- Use high level theory such as Coupled Cluster theory provides accurate estimates
but becomes rapidly intractable as number of electrons increase (scaling as N7)

Choice:

QMC: “The variational Monte Carlo (VMC) and diffusion Monte Carlo (DMC) methods
are stochastic approaches for evaluating quantum mechanical expectation values with
many-body Hamiltonians and wave functions. [..] The main attraction of these
methods is that the computational cost scales as some reasonable power (normally
from the second to fourth power) of the number of particles. This scaling makes it
possible to deal with hundreds or even thousands of particles, allowing applications to
condensed matter.” [1]

Needs et al. J. Phys.: Condens. Matter 22, 023201 (2010) o _
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QMC Modelization
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The many-body Hamiltonian H = E
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We solve the Schrédinger equation PAI‘I’T =E W,
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Quantum Monte Carlo to solve
Energy obtained from QMC sampling multidimension integrals
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QMC Modelization

The many-body trial wavefunction ¥, (R)=J(R)W (R)= e’l*’ﬁ"EkMCkD,I(qﬁ)D,i(qﬁ)

Correlation (Jastrow) Anti-symmetric function (Pauli principle)

N N,
=-S5l
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pr=|| ¢ |
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N
‘]2=Eu2(|rz’_rj|) =N,
i=j

Single-particle orbitals ¢ E C (I)

Basis sets: molecular orbitals,
plane-wave, grid-based orbitals... (I)l

Many methods of approximating the plane-wave-represented single-particle orbitals
with polynomials:

-B-spline approximation in QMC, report significant reduction in time of
calculation while maintaining plane-wave-level accuracy
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QMC Modelization

- We optimize the trial wavefunction

Variational Monte Carlo (VMC) E,c= min<‘PT (E;a)‘ﬁ‘WT (ﬁ;a)>
Diffusion Monte Carlo (DMC) Epye ={9|H|W, ). ¢, = }ji_gexp‘ﬁﬁ L O

QMC Algorithm: DMC perspective
5 —
Error bar —

for generation = 1--- M do
for walker =1--- N, do

letR={r;...ry} < Walker, basic unit ., -
for particlet =1--- N do parallelism P

set r; =1 + 4 / 5 2266 |r

letR ={r;...r;...ry} 8 i I

ratio p = U, (R') /¥4 (R) S s =

if r — r’ is accepted then T : : ‘ : —

update state of a walker z 1‘313 ME .

end if ERUO :

. Z1312M = M

end for{particle} £ oMb WMWWMMWW\NM

Compute £y, = HU(R)/¥1(R) - S -

| Reweight and branch walkers | < Communication = TS R R RS B
Update E:F 0 1000 2000 DN?((:)OSOtepS 4000 5000 6000

end for{walker}

end for{ generation’ The data during the equilibration

(grey region) are discarded.
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QMCPACK Simulation Suite

Jeongnim Kim. ORNL (Formerly UIUC)
David Ceperley UIUC

Ken Esler Stoneridge( Formerly UIUC)
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[2] J. Kim et al 2012 J. Phys.: Conf. Ser. 402 012008
[3] J. Kim et al. SciDAC 2010, J. of Physics: Conference series, TN, July 11 2011
[4] QMCPACK simulation suite, http://amcpack.cmscc.org
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Performance on BGQ
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N
Profi [lng HPM Profile with original version of QMCPACK

System:
— Ar Solid — 32 atoms — 256 electrons — B-splines representation of WF (1.9Gb) :
— 256 nodes — 32 threads — 4 Walkers per thread
— Total run time: 53min40

Percentage of peak=6.55%
27.644.290.379.027 All XU Instruction
22.786.190.220.714 All AXU Instruction
43.043.218.198.088 FP Operations Group 1
Derivedmetrics for code block "mpiAll" averaged over process(es) on
node <0,0,0,0,0>:
Instruction mix: FPU = 45.18 %, FXU = 54.82 %

0

Instructions per cycle completed per core = 6138
Per cent of max issue rate per core = 33.65 %
Total weilghted GFlops for this node = 13.412
Loads that hit in L1 d-cache = 94.03 %

L1P buffer = 5.36 %

L2 cache = 0.35 %

DDR = 0.26 %

DDR traffic for the node: 1d = 1.508, st = 0.540, total = 2.049
(Bytes/cycle)
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Profiling

System:
— Ar Solid — 32 atoms — 256 electrons — B-splines representation of WF (1.9Gb) :
— 256 nodes — 32 threads — 2 Walkers per thread

Profile with original version of QMCPACK

Flat profile:
Total run time: 53min40

Each sample counts as 0.01 seconds. Evaluation of spline, gradient and
o . hessian coefficients (complex)
% cumulative self self total

time seconds seconds calls Ts/call Ts/call hame

56.95 58369.57 58369.57 .eval_multi_UBspline_3d_z_vgh
14.02 72738.82 14369.25 .eval_multi_UBspline_3d_z . i

. Evaluation of spline
2.11 77918.51 2161.01 SymmetricDTD coefficients (complex)
1.70 79663.07 1744.56 EinsplineSetExtended::evaluate

71% of the application time spent in the Spline evaluation of the Wave Function
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Einspline_Z

for (int i=0; 1i<64;i++) {
// load type *coefs arith. Pointer with strides
for (int n=0; n<M; n++) {

vinl=..///
- QPX
for (int 1i=0; 1<64; i++) {
p = (double *)mod coefs[i]

for (int n=0; n<M; n=n+4) {
vectorddouble a = vec 1d(v);
vectord4double b = vec 1ld(p);

Speedup compared to Original

No QPX 2.48

QPX 3.94
QPX +

Prefetch 4.25

- Loop unrolling

for (int 1=0;1<64;i++) {
p = (double *)mod coefs[1
for (int n=0; n<M; n=n+4)
double a0,al,a2,a3’;
double b0,bl,b2,b3;
al0=v[n+0];al=v[n+l

.
4

]
{

.
14

]
a2=v[n+2];a3=v[n+3];
bO0=p[n+0];bl=p[n+l];
b2=p[n+2];b3=p[n+3];

- QPX + Prefetch

for (int 1i=0; i<64; i++) {
__dcbt (&mod coefs[i+3]);
p = (double *)coefs[i];
for (int n=0; n<M; n=n+4) {
__dcbt(&p[i+32])
__dcbt(%v[i+8])
vectorddouble a

vec 1ld(v);
vectord4double b = vec 1ld(p);
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Einspline

Eval z vgh:

Evaluation of spline coefficients, gradient

and hessian (complex)

for (int 1=0; i<4;

for (int 3=0;

i++)

J<4; J++)

for (int k=0;

//missing code

for (int n=0; num splines; n++)

vals[n]
grads [3*n+0
grads [3*n+1

grads [3*n+2

[ ]
[ ]
[ ]
hess [9*n+0]
hess [9*n+1]
hess [9*n+2]
hess [9*n+4]
hess [9*n+5]
hess [9*n+8]

(definition of abc

+=
+=
+=
+=

k<4,; k++) {

1 Speedup
abc *coefs[n];
2.15
dabc[0] *coefs[n]; Algo M
dabc[l] *coefs[n]; 3.89
dabc[2] *coefs[n]; Algo M QPX
d2abc[0] *coefs[n];
d2abc[l] *coefs[n];
d2abc[2] *coefs[n];
d2abc[3] *coefs[n];
d2abc[4] *coefs[n];
d2abc[5] *coefs[n];
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Einspline
Eval z vgh:
Evaluation of spline coefficients (complex)

Number of Cycles = 1879207

503.975 All XU Instruction
©619.513 All AXU Instruction
1.141.770 FP Operations Group 1

Derived metrics for code block
”Original" averaged over process (es)
on node <0,0,0,0,0>:

Instruction mix: FPU = 55.14

FXU = 44.86 %

Instructions per cycle completed

o\

14

per core = 0.5940
Per cent of max issue rate per core = 59.40
Total weighted GFlops for this node . 966

Il
o

Loads that hit in L1 d-cache = 93.44 %
L1P buffer = 5.52 %
L2 cache = 0.83 %
DDR = 0.21 %

DDR traffic for the node: 1d = 0.009,

st = 0.016, total = 0.025 (Bytes/cycle)

Speedup of 3.89

v

o°

Number Of Cycles = 482989

86.922 All XU Instruction
45.626 All AXU Instruction
261.130 FP Operations Group 1

Derived metrics for code block

"Algo M QPX" averaged over process (es)
on node <0,0,0,0,0>:

Instruction mix: FPU = 34.42 %,
FXU = 65.58 %

Instructions per cycle completed

per core = 0.2518

Per cent of max issue rate per core = 25.18 %
Total weighted GFlops for this node = 0.794
Loads that hit in L1 d-cache = 56.51 %

L1P buffer = 33.05 %

L2 cache = 9.05 %

DDR = 1.39 %
DDR traffic for the node: 1d = 0.040,

st = 0.074, total = 0.114 (Bytes/cycle)
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Einspline

Eval z vgh:
Evaluation of spline coefficients, gradient
and hessian (complex)

for (int i=0; i<4; i++)
for (int j=0; j<4; J++)
for (int k=0; k<4; k++) {

//missing code (definition of abc
and loading arithmetic pointer coefs

for (int n=0; num splines; n++)

vals[n] += abc *coefs[n
grads[3*nt0] += dabc[0]*coefs[n
grads [3*n+1l] += dabc[l]*coefs[n
grads[3*nt2] += dabc[2]*coefs[n
hess [9*n+0] += d2abc[0]*coefs[n
hess [9*n+1] += d2abc[l]*coefs[n
hess [9*n+2] += d2abc[2]*coefs[n
hess [9*n+4] += d2abc[3]*coefs[n
hess [9*n+5] += d2abc[4]*coefs[n
hess [9*n+8] += d2abc[5]*coefs[n

Alternative

Inner loop to Outer loop

Unroll (j) and (k) loops

Reformulate the arithmetic problem
Load data from non contiguous
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Einspline

complex double* restrict coefs

spline->coefs + ix*xs + iy*ys + iz*zs;

for (int n=0; n<num splines; n++, coefs++) {
for (int 1=0; i<4; i++) {
double prel0 = ali] * b[0];
double prel = da[i] * b[0];
double pre2 = d2a[i] * b[0];
double pre3 = ali] * dbf[0];
complex double coef(0 = coefs[i*xs];
complex double coefl = coefs[i*xs + zs];
complex double coef?2 = coefs[i*xs + 2*zs];
complex:double coef3 = coefs[i*xs + 3*zs];
complex double sum0 = coef0 * c[0] + c[l] * coefl + c[2] * coef2 + c[3] * coef3;
complex double suml = coef(O * c[0] + dc[l] * coefl + dc[2] * coef2 + dc[3] *

coef3;

//Code omitted

// val +=
// grad0 +=
}

vals[n] = val;

grads [3*n+0]
//code omitted

preO0 * sumO0 + pre0l * sum0l1 + pre02 * sum02 + pre03 * sum03;

= grad0;
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Einspline
Eval z vgh:
Evaluation of spline coefficients,

Gradient and Hessian (complex)
Number of Cycles = 1879207

503.975 All XU Instruction
©619.513 All AXU Instruction
1.141.770 FP Operations Group 1

Derived metrics for code block
”Original" averaged over process (es)
on node <0,0,0,0,0>:

FPU = 55.14

o\

Instruction mix:
FXU = 44.86 %
Instructions per cycle completed
0.5940
Per cent of max issue rate per core =
Total weighted GFlops for this node
Loads that hit in L1 d-cache = 93.44
L1P buffer 5.52
L2 cache 0.83
DDR 0.21
DDR traffic for the node: 1d 0.009,
st = 0.016, total = 0.025

14

per core =

L |
Il
(@)

v

59.40

o° oo

o° oo

. 966

(Bytes/cycle)

Speedup of 1.59

o°

Number Of Cycles = 1184355

240.030 All XU Instruction
299.508 All AXU Instruction
634.154 FP Operations Group 1

Derived metrics for code block
"Algo B" averaged over process(es)
on node <0,0,0,0,0>:

Instruction mix: FPU = 55.51 %,

FXU = 44.49 %
Instructions per cycle completed
per core = 0.4466
Per cent of max issue rate per core = 44.66 %
Total weighted GFlops for this node = 0.840
Loads that hit in L1 d-cache = 93.68 %
L1P buffer = 0.26 %
L2 cache = 5.06 %
DDR = 1.00 %
DDR traffic for the node: 1d = 0.024, st =
0.037, total = 0.060 (Bytes/cycle)
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Einspline

complex double* restrict coefs = spline->coefs + ix*xs + 1y*ys + 1z*zs;
for (int n=0; n<num splines; n++, coefs++) {
for (int 1i=0; i<4; 1i++) {

i*xs];

i*xs + zs];
i*xs + 2*zs];
i*xs + 3*zs];

complex double coef(00 = coefs
complex:double coefll = coefs
complex double coef22 = coefs
complex double coef33 = coefs

1 o

val = al[i]{ (coef00*c[0]+coef0l*c[l]+coef02*c[2]+coef03*c[3])*b[0]
+ (coefl0*c[0]+coefll*c[l]+coefl2*c[2]+coefl3*c[3])*b[1]
+ (coef20*c[0]+coef2l*c[l]+coef22*c[2]+coef23*c[3])*b[2]
+ (coef30*c[0]+coef3l*c[l]+coef32*c[2]+coef33*c[3]) *b[3]
}

Reminder:
vector4double :{doubles,double,double,double}
Complex_double : {double,double}
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Einspline

complex double* restrict coefs =

for (int n=0; n<num splines; n++, coefs++) {

for (int 1i=0; i<4; 1i++) {

spline->coefs + ix*xs + iy*ys + iz*zs;

val = a[i]{(coef00*c[0]+coef0l*c[l]+coef02*c[2]+coef03*c[3])*b[0]

val = af[i]{

(real (coef00)*c[0]+real (coef0l) *c[l]+real (coefl2)*c[2]+real (coef03)*c[3]
imag (coef00) *c[0]+imag(coef0l) *c[1l]+imag(coef02) *c[2]+imag(coef03)*c[3])*b[0]

//code omitted
}

val = af[i]{
(real (coef00) *c [0
imag (coef00) *c [0
real (coef01l) *c[1
imag(coef0l) *c[1

]
]
]
]

+ + + +

real (coef02) *c
imag (coef02) *c
real (coef03) *c
imag (coef(03) *c

[2]
[2]
[3]
[3]

)

*b[0]
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Einspline

complex double* restrict coefs = spline->coefs + ix*xs + 1y*ys + 1z*zs;
for (int n=0; n<num splines; n++, coefs++) {
for (int 1i=0; i<4; 1i++) {

val = a[i]{(coef00*c[0]+coef0l*c[l]+coef02*c[2]+coef03*c[3])*b[0]

val = af[i]{
(real (coef00)*c[0]+real (coef0l) *c[l]+real (coefl2)*c[2]+real (coef03)*c[3]
imag (coef00) *c[0]+imag(coef0l) *c[1l]+imag(coef02) *c[2]+imag(coef03)*c[3])*b[0]
//code omitted
1

val = af[i]{
real (coef00)| *|c[0] real (coef02) *|c[2]| *|b[0]
imag (coef00)| *|c[0] imag (coef02) *|cl[2]]| *|b[0]
real (coef0l)| *|c[1l]|H real(coef03) *|c[3]]| *|b[0]
imag (coef01l)| *|c[1] imag (coef03) *|c[3]| *|b[0]

vectorddouble b O=vec_splat(b,0);
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Einspline

complex double* restrict coefs = spline->coefs + ix*xs + 1y*ys + 1z*zs;
for (int n=0; n<num splines; n++, coefs++) {
for (int 1i=0; i<4; 1i++) {

val = af[i]{
real (coef00)| *|c[0] real (coef02)| *|c[2]| *|b[0]
imag (coef00)| *|(c[0] imag (coef02)| *|c[2]]| *|b[0]
real (coef(0l)| *|c[1l]|+]| real(coef03)| *|c[3]]| *|b[0]
imag (coef01l)| *|(c[1] imag (coef03)| *| c[3]| *|b[0]
vectord4double CoefO 0 O=vec_ 1d2 (0, (double*) (coefs+ (i*xs)));
vectord4double CoefO 0 l1=vec_ 1d2 (0, (double*) (coefs+ (i*xs+zs)));

vectord4double CoefO 1 O=vec_sldw(Coef0O 0 0,Coef0 0 1,2);
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Einspline

complex double* restrict coefs = spline->coefs + ix*xs + 1y*ys + 1z*zs;
for (int n=0; n<num splines; n++, coefs++) {
for (int 1i=0; i<4; 1i++) {

val = af[i]{
real (coef00)| *|c[0] real (coef02) [*|c[2]| *|b[0]
imag (coef00)| *|(c[0] imag (coef02) |*|cl[2]]| *|b[0]
real (coef0l)| *|c[1l] |+ | real(coef03) |*|c[3]| *|b[0]
imag (coef01l)| *|(c[1] imag (coef03) |*|c[3]]| *|b[0]
A\

vectord4double mantissa 1 = vec_gpci (0011);
vectord4double mantissa 2 vec_gpci (02233);

vectord4double splatc 0 l=vec_perm(c,c,mantissa 1);
vectord4double splatc 0 2=vec_perm(c,c,mantissa_2);

vectord4double CoefOl=vec_add(vec mul (CoefO 1 0,splatc 0 1),vec mul (CoefO 2 0,splatc 0 2));
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Einspline
Eval z vgh:
Evaluation of spline coefficients (complex)
Number of Cycles = 482989

86.922 All XU Instruction
45.626 All AXU Instruction
261.130 FP Operations Group 1

Derived metrics for code block
"Algo M QPX" averaged over process (es)
on node <0,0,0,0,0>:

FPU = 34.42

o\

Instruction mix:
FXU = 65.58 %

Instructions per cycle completed

14

per core = 0.2518

Per cent of max issue rate per core = 25.18
Total weighted GFlops for this node = 0.794
Loads that hit in L1l d-cache = 56.51 %

L1P buffer = 33.05 %

L2 cache = 9.05 %

DDR = 1.39 %
DDR traffic for the node: 1d = 0.040,

st = 0.074, total = 0.114 (Bytes/cycle)

o°

Number Of Cycles = 246752

52.395 All XU Instruction
32.802 All AXU Instruction
160.874 FP Operations Group 1

Derived metrics for code block
"Benali QPX" averaged over process (es)
on node <0,0,0,0,0>:

Instruction mix: FPU = 38.50 %,

FXU = 61.50 %

Instructions per cycle completed

per core = 0.3115

Per cent of max issue rate per core = 31.15 %
Total weighted GFlops for this node = 0.941
Loads that hit in L1 d-cache = 75.10 %

L1P buffer = 1.00 %

L2 cache = 20.06 %

DDR = 3.84 %
DDR traffic for the node: 1d = 0.068, st =

0.121, total = 0.190 (Bytes/cycle)

Speedup compared to original: 7.62

Speedup compared to Algo M: 1.95
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Profiling

Coefficients (type) Coefficients, Gradients, Hessian (type)

Eval Z Complex Double Eval Z VGH  Complex Double
Eval D Double Eval D VGH Double
Eval_S Float Eval_ S VGH Float
Speed up Eval Z Eval D Eval_S Eval Z VGH | Eval D_VGH | Eval_S VGH
Algorithm B | 0.38 0.81 0.39 1.59 0.93 162
Algorithm M | 2.48 0.91 1.02 215 1.01 0.95
Algorithm (X) 3.94 1.08 1.26 7.62 1.58 1.31
with QPX (Algo. M) (Algo. M) (Algo. M) (Algo. B) (Algo.B) (AlgoB)
QPX +
Prefetch 4.25 1.23 1.81 - - -
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Profiling

System:

— Ar Solid — 32 atoms — 256 electrons — Bsplines WF (1.9Gb) :
— 256 nodes — 32 threads — 2 Walkers per thread

Profile with QPX and Prefetch

Flat profile:
Total run time: 20min03

Profile with Original Algoritm

Flat profile:
Total run time: 53min40

Each sample counts as 0.01 seconds. Each sample counts as 0.01 seconds.

% cumulative self

time seconds seconds

14.08 5380.43 5380.43
8.25 12270.83 3152.52
5.68 14441.45 2170.62
4.85 16292.97 1851.52

% cumulative self
time seconds seconds

.eval_multi_UBspline_3d_z_vgh 56.95 58369.57 58369.5

.eval_multi_UBspline_3d_z 14.02 72738.82 14369.25
SymmetricDTD 2.11 77918.51 2161.01
EinsplineSetExtended::evaluate 1.70 79663.07 1744.5

Total run time Speedup of 2.68 times
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HPM PROFILING

Original Code

27.644.290.379.027
22.786.190.220.714
43.043.218.198.088

All XU Instruction
All AXU Instruction
FP Operations Group 1

Derived metrics for code block "mpiAll" averaged

over process(es) on node <0,0,0,0,0>:
Instruction mix: FPU = 45.18 %, FXU = 54.82
Instructions per cycle completed per core =
0.6138

Per cent of max issue rate per core 33.65 %
Total weighted GFlops for this node = 13.412

Loads that hit in L1 d-cache = 94.03 %
L1P buffer = 5.36 %
L2 cache = 0.35 %
DDR = 0.26 %
DDR traffic for the node: 1d = 1.508, st =
0.540, total = 2.049 (Bytes/cycle)

Percentage of peak= 6.55%

o)
°

BGQ optimized Code

8.581.366.867.332
4.896.512.230.816
13.017.533.928.058

All XU Instruction
All AXU Instruction
FP Operations Group 1

Derived metrics for code block "mpiAll" averaged
over process(es) on node <0,0,0,0,0>:
Instruction mix: FPU = 36.33 %, FXU = 63.67 %
Instructions per cycle completed per core =
0.4417

Per cent of max issue rate per core 28.12 %
Total weighted GFlops for this node = 10.922

Loads that hit in L1 d-cache = 88.60 %
L1P buffer = 5.92 %
L2 cache = 4.50 %
DDR = 0.98 %
DDR traffic for the node: 1d = 3.503, st =
1.101, total = 4.604 (Bytes/cycle)

Percentage of peak=5.33%

Total run time Speedup of 2.68 times
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QMCPACK - performance on Blue Gene/Q

3 2.68

M Original ™ NoQPX ® QPX

COMPLEX REAL - Double Precision REAL - Single Precision

Application speedup using QPX and prefetching is 2.68 folds from original
Algorithm.
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QMCPACK - moving forward

= Status on Blue Gene/Q:
— Science computations have started.

— Finalizing work on single precision version of Spline Library (VGH) and prefetching
e Optimize further Einspline_S _VGH performance

— Working on Nested OpenMp Parallelism to handle large QMC problems

= Challenges:

— Percentage of peak is very low ~ 5-6%
e Many kernels bandwidth limited (i.e. QPX will not help)

— More compact representations of the wave function needed
e Distribute/tessellate wave function without a performance hit
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Applications

Using the actual optimized version of QMCPACK we are running

Pt solids and Ar Solid (pure van der Largest molecule
Nanoclusters for Waals dominated with DNA fragments
catalysis system) using QMC
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Thank you
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